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Abstract—The evolution of networks representing systems in various domains, including social networks, has been extensively

studied enabling the development of growth models which govern their behavior over time. The architecture of software systems can

also be naturally represented in the form of networks, whose properties change as software evolves. In this paper we attempt to model

several aspects of graphs representing object-oriented software systems as they evolve over a number of versions. The goal is to

develop a prediction model by considering global phenomena such as preferential attachment, past evolutionary trends such as the

tendency of classes to create fewer relations as they age, as well as domain knowledge in terms of principles that have to be followed in

object-oriented design. The derived models can provide insight into the future trends of software and potentially form the basis for

eliciting improved or novel laws of software evolution. The forecasting power of the proposed model is evaluated against the actual

evolution of 10 open-source projects and the achieved accuracy in the prediction of several network and software properties, which

reflect the underlying system design, appears to be promising.

Index Terms—Graphs and networks, restructuring, reverse engineering, and reengineering, software architectures, object-oriented design

methods
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1 INTRODUCTION

MOTIVATED by the phenomenal growth of social net-
works during the last decade, significant research has

been performed on the study of the evolutionary trends
exhibited by social networks such as Flickr and LinkedIn
[46], technological networks such as those formed by web
pages [19] and routers [51] as well as biological and other
networks [18]. The ultimate goal in these studies is to inter-
pret the macroscopic phenomena at the network level, relate
them with the microscopic behavior of individual nodes
and eventually forecast the future evolution of the corre-
sponding networks [46].

Software systems have also been treated as networks of
various forms within the software engineering community.
The most common form assumes that software modules are
represented as nodes while relations among them corre-
spond to edges. Other software artifacts but also people
involved in the software development process have been
considered as nodes leading to different kinds of networks.
Modeling software systems as networks enabled a graph-
based treatment and analysis with the goal of investigating
several properties, such as scale-freeness [53], [59], [67],
[73], [85] and the presence of small-world phenomena [40],
[77]. However, with the exception of few recent research
efforts [8], [49], [93], most of the studies that employ graphs
for the representation of software, focus on static snapshots
of the examined systems in the sense that individual soft-
ware versions have been analyzed without paying attention
to the evolution of the corresponding networks.

Software systems and object-oriented designs in particu-
lar, can be naturally represented as graphs. By drawing
ideas from social network analysis our goal is to establish
a set of techniques for studying software evolution where
systems are represented as networks of interconnected
nodes (classes). In particular we aim to: a) study evolution-
ary trends during software growth by analyzing network
properties over successive past software versions, b) derive
models that are capable of forecasting future software evo-
lution in terms of network metrics, based on the observed
phenomena and c) introduce domain knowledge in the
construction of the corresponding models in order to
improve their accuracy. The latter is of major importance
when modeling a physical or technological network since
the interpretation of raw data without considering domain
knowledge might lead to confusing results and unreliable
conclusions [87]. Whenever possible, we attempt to associ-
ate the observed trends at the network level to qualitative
properties of the underlying software system.

A model that enables the prediction of the evolution of
certain architectural parameters can be valuable to software
maintainers. In particular, the ability to forecast the growth
of classes and packages as well as the coupling among them
can assist the development teams to focus on parts of
the design that warrant increased attention. As it has been
extensively pointed out by previous empirical studies,
heavily loaded modules and excessive coupling are associ-
ated with increased fault-proneness and increased mainte-
nance effort [8], [31], [86], [90], [95]. Moreover it has been
made clear by previous research [95] that network measures
can predict critical and error-prone software modules far
more accurately than classic complexity metrics.

In this paper a network-based prediction model for soft-
ware evolution is proposed, combining information from
past data and also domain-related rules. Moreover, several
processes of software growth are taken into account,
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including the creation of relations among existing and new
classes and the removal of edges, rather than simply relying
on a model that captures how new classes are added to a
system. Finally, we have observed that representing soft-
ware systems as “flat” networks ignoring the existence of
structural communities, significantly constrains accuracy,
and thus we incorporate the notion of packages in our
model. Architectural modularization when representing
software systems as networks has also been considered in
other research efforts [75], [91]. Obviously, a prediction
model for software evolution is an ambitious goal and its
accuracy is constrained by the numerous exogenous factors
affecting the software development process. Nevertheless,
the fact that the analysis is performed at the relatively
abstract network level, enables us to obtain an insight into
future trends. Moreover, as it will be shown, the obtained
accuracy can be gradually improved by enhancing the
model with additional parameters.

The main contribution of the proposed approach lies in
the ability to estimate the network structure representing a
software system instead of forecasting an individual soft-
ware characteristic. Since the entire software structure can
be anticipated, the benefit lies in the ability to reason about
future values of several software properties emerging from
the network topology.

Evolutionary trends are discussed for 10 open-source
projects against which the accuracy of the proposed model
is tested. The proposed study is backed up by a tool that has
been developed for software evolution analysis in terms of
networks. Both the results and the tool are freely available
from [1].

The rest of the paper is organized as follows: Section 2
discusses related work on previous attempts that employed
forecasting methods in software engineering. We also pres-
ent previous works on the representation of software sys-
tems as graphs and on the evolution of software. Necessary
terms are introduced in Section 3 along with details about
the examined systems. The proposed approach is presented
in Section 4, covering all parameters taken into account in
the construction of the prediction model. Observations
about small world phenomena in the examined systems
and the need to evaluate the proposed model against them
is discussed in Section 5. A graphical summary of the pro-
posed model is provided in Section 6. Evaluation results are
presented and discussed in Section 7 for the 10 examined
open-source projects, both from the perspective of networks
as well as from the perspective of software. Limitations and
threats to validity are listed in Section 8 and finally, we con-
clude in Section 9.

2 RELATED WORK

A large number of approaches have been developed aiming
at the prediction of individual software characteristics or
properties. In all cases a forecasting model is built based on
the analysis of an information set (historical data, models
and assumptions available at a given time) and thus every
forecast is conditional on this information. All kinds of fore-
casting methods can be classified under the two broad cate-
gories of explanatory (or causal) and time series models.
Explanatory models (including the widely used regression

analysis) assume that the variable to be forecasted exhibits a
causal relationship with other independent variables. Time-
series forecasting treats the examined system as a black box
and attempts to derive the generating process of a set of
time-dependent data [15]. Quite often these approaches are
enhanced by artificial intelligence (such as neural networks
[79] and genetic algorithms [9]) or probabilistic techniques
(such as Bayesian models [42]). Indicative approaches
where a forecasting method has been employed to predict
future values for a particular software characteristic are
shown in Table 1. Although this list is not exhaustive it cov-
ers a large portion of software properties which have been
the target of forecasting.

The analysis of the evolution of software systems, as well
as the attempts to facilitate the understanding of the way
that systems evolve, have drawn considerable interest in the
last years [58]. The significance of studying the evolutionary
trends during software growth, has been highlighted quite

TABLE 1
Forecasting Methods Employed to Predict Various

Software Characteristics

Characteristic Method used

Bug Presence

Logistic Regression [6]
Correlation Analysis [61], [96]
Principal Component Analysis [3], [61],
[96]Error-prone

components Bug Caching, Historical Analysis [39]
Multivariate Adaptive Regression
Splines [34]
Cost-benefit analysis [3]

Bug Fixing Time Monte Carlo Simulation [92]
Bug Complexity Clustering with k-means and k-medoids

[62]
Bug Density Correlation Analysis, Multiple

Regression [60]
Cost - Effort Expert Judgment [36]

Analogy Based estimation [50], [52]
Artificial Neural Networks [37], [52], [79]
Bayesian Network Models [64], [76]
Multiple Regression [76]

Project Scheduling Genetic Algorithms [9]
Code clones ARIMA Time Series [2]

Dynamic Programming Matching [41]
Statistical Pattern Matching [41]

Design Model
Evolution

ARMA Time Series [88]

Change Proneness Sequential pattern mining [38]
Association rule mining [89]

Project Survivability Information Theory [69]
Maintainability Hierarchical Multidimensional

Assessment [12]
Polynomial Maintainability Assessment
[12]
Fuzzy Prototypical Knowledge
Discovery [22]
Bayesian Network—Na€ıve-Bayes
Classifier [42]
Regression Tree [42], [94]
Multivariate Linear Regression [42], [94]
Artificial Neural Network [94]
Multivariate Adaptive Regression
Splines [94]
Non-Homogeneous Poisson Process [71]
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early in the history of software engineering as vividly cap-
tured by the laws of software evolution defined by Lehman
[44]. A discussion of software evolution from several per-
spectives and a comparison to other kinds of evolution in
various domains has been presented in the study by Godfrey
and German [26]. One of the most interesting conclusions is
that software evolution can offer insight into questions of
both science and engineering. Different types of evolution
analyses have been surveyed by Gı̂rba and Ducasse [24]
where a set of requirements for building evolution meta-
models has been proposed.

Since our model essentially encompasses the use of net-
works as a representation medium and as a tool to facilitate
the study of software evolution, we focus here at previous
research efforts related to tools for software evolution analy-
sis as well as works that employed graphs for this purpose.

Wettel [83] and Wettel et al. [84] introduced a software
visualization tool for the facilitation of monitoring soft-
ware evolution that models source code packages as city
districts and classes as buildings. The height of the build-
ings depicts the number of methods while the area
depicts the numbers of attributes. In this way by examin-
ing the historical snapshots of the “software city”, one
can easily gain a visual, coarse-grained overview of the
evolution of the software system.

Bevan et al. [7] proposed a tool called “Kenyon” to
support software evolution research. Kenyon eases the
extraction of data from source code repositories providing
support for multiple Configuration Management Systems.
The provided infrastructure enables the access and proc-
essing of collected data thus supporting several types of
analyses such as the investigation of code feature evolu-
tion and history analysis in terms of graph-based soft-
ware representations.

D’Ambros and Lanza [14] developed the “Churrasco”
framework which enables the analysis of a source code
repository located in a remote version control system (and
of the accompanying bug tracking system data if available)
and the modeling of software evolution. The framework
provides a visualization module offering interactive visual-
izations concerning the evolution of dependencies among
modules and size metrics, and an annotation module that
supports collaborative analysis where users can share anno-
tations on model entities.

Although not directly comparable to the prediction of
future evolution that is proposed in this paper, existing
research efforts in the field of change proneness prediction
can also be considered as relevant, since forecasting is the
goal. Gı̂rba et al. [25] attempt to identify software compo-
nents that changed in the recent versions of software sys-
tems under the assumption that such components are more
likely to change again in the near future. They also propose
rules for the characterization of the evolution of class hierar-
chies in order to facilitate the identification of changes and
change propagation among class hierarchies.

Vasa et al. [78] employed type dependency graphs to
analyze consecutive releases of several object-oriented sys-
tems with the goal of understanding how changes are dis-
tributed over the classes and interfaces of systems and how
these changes are affected by size, popularity and complex-
ity of classes. They calculated 25 different metrics for each

class in all consecutive project versions and compared the
values between two versions to decide if the class has been
changed or not. Their results indicate that as software
evolves, and after a first period of intense functionality
addition, the size and complexity measures of classes stabi-
lize and do not fluctuate intensively. Another interesting
outcome is that classes with high fan-in values (popular
ones) are more likely to change from one version to the
next, in other words the increased size, popularity and com-
plexity of a class affect its change-proneness.

The proposed use of networks/graphs for software evo-
lution analysis is based on the fact that several artifacts of
the software development process have long been mod-
eled as graphs. Such graphs have been employed to repre-
sent, for example, data or control dependencies between
statements, relations between software components, links
between project activities and priorities between require-
ments [23]. Many researchers have also studied the prop-
erties of the corresponding networks such as the presence
of power laws in the distributions of different software
components [13], [20], [53], [59], [67], [72], [74], [85] the
existence of small-world phenomena [40], [77] and the def-
inition and identification of network motifs [55], [77].
Taube-Schock et al. [73] studied connectivity in 97 open
source systems and concluded that scale-free structure in
the source code translates directly to high coupling and
therefore claim that high coupling cannot be eliminated
from software design.

Furthermore, several approaches have tried to explore
the potential of network properties, such as node degree
and centrality, to act as software quality indicators or bug
predictors. Pinzger et al. [66] represented the interconnec-
tion of developers with software modules in a network
structure, and found a correlation between the centrality of
software modules in the network and the error proneness of
these modules. A similar work has been carried out by
Meneely et al. [57]. Zimmermann and Nagappan [95] mod-
elled the interactions among binaries of the Windows Server
2003 as a binary dependency network and investigated the
correlation between several network measures (especially
centralities) and the number of defects. Their results high-
light the fact that network measures are much better predic-
tors of critical binaries than the traditional complexity
metrics. They also claim that binary dependency network
metrics can predict the number of defects. Turnu et al. [75]
propose the fractal dimension network metric as a software
complexity indicator. They also provide evidence of correla-
tion between the fractal dimension metric and the number
of defects. Zanetti and Schweitzer [91] proposed a metric
that quantifies the modularity of a system by using its repre-
sentation as a software network.

Paymal et al. [63] have investigated the changes to graph
vertex properties such as degree, betweenness centrality,
clustering coefficient and measured the extent of disruption
after perfective maintenance in the evolution of JHotDraw
application. Wang et al. [80] studied the evolution of the call
graphs corresponding to 223 consecutive versions of the
Linux kernel, employing several graph properties as met-
rics, observing that the network growth relies heavily on
preferential attachment. A network representation of the
Linux operating system has also been studied by Fortuna
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et al. [20], who analyzed dependencies among packages for
the first 10 releases of Debian. According to their findings,
the system exhibits high modularity which increases with
the passage of versions, although not with a constant rate.
The authors claim that the increased modularity, albeit not
totally preventing incompatibilities among modules, helps
to avoid conflicts between software sub-components and
eases the installation of autonomous modules.

A more systematic study of the evolution of networks
representing software systems as well as the introduction of
models that govern their evolution has also been attempted
by a limited number of researchers. Li et al. [49] proposed a
model according to which, software networks grow not
only by individual node additions, but also with multiple
node attachments in the form of complete modules. The
model starts with the insertion of single nodes in the exist-
ing network, but after some initial steps the number of
nodes added in each step is increasing. At first, the nodes to
be inserted form a new sub-network S’ according to the
Preferential Attachment (PA) model. Then the entire sub-
network S’ is attached to the existing network according to
a set of defined rules that govern the edge creation and the
target node selection.

Bhattacharya et al. [8] capture software structure by
means of networks, at two levels, namely the source code
and the developer collaboration level. A set of graph metrics
such as number of nodes and edges, average degree, clus-
tering coefficient and edit distance, is employed to study
the evolution over the entire lifespan of 11 open-source proj-
ects. The employed metrics have been shown to be valid
predictors of bug severity, high-maintenance software mod-
ules and failure-prone releases.

Our study differs from the aforementioned efforts in that
the proposed approach aims at predicting the future evolu-
tion of the entire network topology representing an object-
oriented system. Moreover, the proposed prediction model
considers a multitude of parameters such as generic growth
models (e.g., preferential attachment), past evolution data
as well as domain knowledge for object-oriented design. In
addition, system structure in the form of packages is also
considered in the proposed model.

One representative case where the consideration of addi-
tional parameters appears to improve the forecasting power
is the work by Zheng et al. [93] who represented the Gentoo
Linux open-source operating system as a complex network
with software packages as the nodes and inter-package
dependencies as the edges in an attempt to study its evolu-
tion by means of networks. Their empirical results indicated
that existing network models are not capable of predicting
the actual evolution of the software systems and therefore
they propose an evolution model that considers node age in
parallel with node degree, called Degree and Age Depen-
dent Adjustable Evolution (DAAE) model. The introduction
of age seems to improve the forecasting power of their
model, which however has not been evaluated thoroughly.

The conclusions of this approach are in line with our
observations that the Preferential Attachment model by
itself is not capable of forecasting the evolution of software
systems due to their inherent special characteristics. How-
ever, apart from taking into account the node age, we also
consider specific domain rules that govern the development

of software systems. Furthermore we model the creation of
edges between existing nodes, between existing and new
nodes as well as the removal of existing edges, issues that
have not been taken into account in previous models but
which fundamentally affect the topology of the resulting
software networks. Finally, the evaluation is performed on
10 open-source systems (models proposed by Zheng et al.
[93] and Li et al. [49] are evaluated on a single system),
which enables the generalization, up to a certain degree, of
the observed evolutionary trends in software evolution.

3 CASE STUDY DESIGN

3.1 Terminology

As already mentioned we treat object-oriented systems as
networks of interconnected classes. Nodes correspond to
classes, including abstract and concrete ones. In particular
we model the network of classes according to the Law of
Demeter (LoD) [48]. An edge linking two nodes (source and
target) indicates that between the corresponding classes
there is an ‘allowed’ (according to the Law of Demeter) rela-
tionship. In the LoD context, a relationship is allowed in
case the source class contains references to the target class
which are either attributes, local variables to which instan-
ces of the target class are assigned, method parameters and
return types of the target class type. The resulting graph
G < V, E>, where V and E is the set of nodes (vertices) and
edges, respectively, is directed.

During the evolution of an object-oriented design over a
number of versions, new nodes (classes) might be added in
any version. All other classes are considered as existing
nodes. Given these two types of nodes, the following types
of edges have to be taken into account in the development
of a prediction model:

� edges leaving from new and reaching existing nodes
� edges leaving from new and reaching new nodes
� edges leaving from existing and reaching any other

node.

3.2 Examined Systems

Evolutionary trends have been investigated for 10 open-
source systems, which are also the systems against which
the proposed prediction model has been evaluated. The sys-
tems have been selected according to the following criteria:

� they should be open-source projects since the source
code has to be analyzed in order to extract its net-
work representation

� they should be written in Java since our tool [1] is
currently capable of analyzing Java source code.

� they should have varying sizes to test more effec-
tively the scalability of the model. (The selected proj-
ects’ size ranges from 55 to 3201 classes)

� a good number of versions should be available, in
order to allow an adequate capturing of the project’s
historical evolution.

A brief description of each project is provided in Table 2.
The size characteristics of the networks corresponding to
the first and last version of each examined project are shown
in Table 3 along with the number of successive versions that
have been used in the analysis.
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The number of nodes (classes) for each examined version
and for all analyzed projects is graphically depicted in
Fig. 1. The evolution of each project is split in two periods:
1) the training period on which the evolution has been mon-
itored to configure the model parameters (continuous line)
and 2) the testing period against which the forecasting
power of the model was tested (dotted line). A linear trend-
line is fitted on the evolution of each project during the
training period. The goodness of fit (R2) for each project is
shown below the charts. As it can be observed the nodes
increase in an almost linear fashion in all cases (the good-
ness of fit R2 to a linear function ranges from 0.83 to 0.98).
Thus, to avoid unnecessary complexity to the proposed
model, we obtain the number of new nodes for each forth-
coming software version as the mean value of new nodes
per version, of all past software versions. However, it
should be noted, that the proposed model does not neces-
sarily rely on a linear fit on the node evolution to estimate
the number of nodes that should be added in each version.
If historical data can be better captured by a different type

of growth model (e.g., logarithmic or exponential), the num-
ber of nodes can be estimated accordingly.

In the following sections all aspects of the proposed
model will be presented, attempting to justify each decision
in relation to the historical trends which are present in the
evolution of the examined systems as well as the corre-
sponding phenomena which have been analyzed in other
domains. An overview of the entire model is depicted
graphically in Section 6. Beyond the parameters which are
dictated by the proposed model, we leave for each choice
that has to be taken, a certain degree of randomness, since
we acknowledge the fact that there are dimensions in the
software evolution process which are not strictly following
rules or past distributions.

The reason for which we propose a graph based model
for the prediction of software evolution is that numerous
factors come into play which cannot be accounted for by a
simple regression-based model. To illustrate the inherent
limitation of regression as a means of forecasting the evolu-
tion of software architecture parameters, such as the affer-
ent coupling of a class, we illustrate in Fig. 2a regression-
based forecast of the in-degree.

In particular, the evolution of the in-degree for classes
that exhibited the largest variation in their in-degree
between the first and last examined version, is shown. The

TABLE 2
Projects under Study

aTunes Audio player and music library organizer that
supports many types of audio formats [4]

FreeCol Turn-based strategy game similar to Civilization
with graphical user interface [21]

JDeodorant Eclipse plug-in for the detection and elimination
of design flaws by means of refactoring [29].

JEdit Cross-platform text editor, which can be
customized by plugins [30]

JFreeChart Chart creation library with an extensive variety
of supported charts [33]

Jmol Viewer that visualizes chemical structures in
3D [35]

Weka Machine learning software suite that contains a
collection of visualization tools and algorithms
for data analysis and predictive modeling. [82]

HFSExplorer Application that reads and manipulates
Mac-formatted hard disks and disk images. [27]

Presto Facebook’s distributed SQL query engine for
running interactive queries against big data
sources. [68]

Jetty Web Server and Servlet Engine with support for
SPDY, WebSocket, OSGi and JNDI technologies.
[32]

TABLE 3
Project Characteristics

# Name Examined
Versions

Nodes Edges

First Last First Last

1 aTunes 11 249 832 570 1,979
2 FreeCol 10 232 772 732 3,975
3 JDeodorant 13 55 229 184 780
4 JEdit 12 455 960 1,035 2,278
5 JFreeChart 13 478 1,018 1,575 2,892
6 Jmol 8 316 547 615 1,130
7 Weka 13 156 1,550 599 5,884
8 HFS Explorer 11 61 414 125 1,233
9 Presto 79 758 2,219 2,604 7,595
10 Jetty 58 838 3,201 1,652 7,952

Fig. 1. Evolution of node count and R2 of the corresponding trendlines.
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plot includes also the trendline corresponding to a linear
function (providing the best goodness of fit), fitted to the
data of the versions that form the training set. The size of
the training set is set to 50-60 percent of the total number of
versions of each project. The limited ability of the regression

model to correctly predict future changes is evident in most
cases. The predicted in-degree for the last version differs
from the actual in-degree and it is apparent that regression
cannot account for the variation in the in-degree that takes
place during the evolution of a class.

4 MODEL DESCRIPTION

A network topology evolves over time by two mecha-
nisms: addition/deletion of nodes and addition/deletion
of edges. All other network properties emerge from the
resulting network topology. What we have attempted in
our approach is to model the node arrival process, the
edge creation process (selection of source and target
nodes) and the edge removal process (which might also
result in node removal).

There is a plethora of properties which can be mea-
sured during the evolution of a network, related to all
perspectives from which a graph can be studied such as
size, connectivity, cycles, coloring, cliques, shortest paths,
centralities, etc. From all available graph properties, our
survey of numerous models that have been examined in
the context of other disciplines revealed that the node
degree is the primary measure of interest and common in
all studies. For this reason we have incorporated the
study of degree distributions in our model as well.

However, as it will be made clear in the evaluation,
models which only consider mechanisms that explain
changes in the node degree do not manage to predict
accurately the network topology. To improve the accu-
racy of the edge and node creation processes we have
incorporated the effect of source/destination node age
because we have observed that this property exhibited
regular patterns during the evolution of the examined
systems whereas other properties did not exhibit any
noteworthy motifs.

The model has been further refined with two other func-
tions related to the software nature of the examined net-
works: a) the duplication mechanism to reflect the package-
level structure of each system and b) the restrictions on
node behavior dictated by domain rules.

4.1 Preferential Attachment and Duplication

One of the most striking observations that has been repeat-
edly made for several technological, biological and social
networks, despite their inherent differences, is that very
often they all exhibit a common pattern in their degree dis-
tribution. The pattern consists in a degree distribution that
is heavy tailed and usually follows a power-law, a behav-
ior that has been considered as a strong indication of a
scale-free network [5], [73], i.e., a network that is self-simi-
lar at all scales. In other words, the fraction of nodes P(k)
having k edges decays following a power law P(k) � k�a,
with the value of parameter a depending on the nature of
the application domain. A different interpretation of the
above phenomenon states that: The probability that a node n
has degree d(n) is proportional to d(n)�a:

P ðdðnÞÞ ¼ CdðnÞ�a (1)

where C is a normalization constant and a > 1.

Fig. 2. Regression based forecast of the in-degree for the classes that
exhibited the largest variation in their in-degree between the first and
last examined version, for each of the examined projects. The thick line
corresponds to the training period. The dotted line corresponds to the lin-
ear regression on the training period along with the projection up to the
final version.
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If we take the logarithms on both sides of (1), we end up
with the following equation:

logðP ðdðnÞÞÞ ¼ �a logðdðnÞÞ þ logðCÞ (2)

which manifests itself as a straight line in log-log plots of
d versus P(d), with �a being the negative slope of the line.

To investigate whether a power law is also valid for
object-oriented software systems we plot in Fig. 3 the in-
degree distribution of the classes for the last version of each
examined system. In particular, the figure shows the cumu-
lative number of classes vs. the class in-degree on a log-log
plot. The almost straight form of these distributions con-
firms the presence of a heavy tailed degree distribution.
As it would be reasonable to expect, very few classes have a
large in-degree (providing services to a large number of
dependent clients) while quite many classes are accessed by
a limited number of other modules leading to a low in-
degree. Similar conclusions regarding the existence of
power laws in large software systems have been drawn by
other studies [13], [20], [53], [73], [85].

The generation of scale-free properties and power law
distributions is usually attributed to the presence of Prefer-
ential Attachment, which postulates that when new nodes
are added to an existing network forming edges to existing
nodes, the number of edges attracted by each target node is
proportional to the target’s in-degree [5]. In an object-
oriented setting, this evolution model, commonly known
as the “rich-get-richer” rule, implies that classes having
already a central role in the system (i.e., are a form of “God”
classes providing services to numerous clients [70]) act as
attractors for new classes that join the system.

Moreover, it has been observed that this phenomenon
becomes more intense as software evolves. With the passage
of versions a larger percentage of new classes are linked
to higher in-degree classes. Stated in a different way,
“important nodes (in software systems) stay important”, a fact
which is considered as a sign of stability in the design in the
work of Paymal et al. [63]. To validate empirically whether
Preferential Attachment actually holds for the systems
under study, we illustrate in Fig. 4 the number of edges
attracted by a node versus the in-degree of this node. The
number of edges attracted by a node of a particular degree
has been calculated as follows:

During the evolution of a system, there are numerous
nodes having a particular in-degree at each time point.
Moreover, a node having a particular in-degree value at
a certain time point t might have a different in-degree at a
later time point. The average number of edges attracted by
nodes having in-degree k should be calculated considering
all versions [46]. The corresponding formula is

AvgNumOfEdges ¼
P

forAllVersions feðu; vÞ : d�ðvÞ ¼ kgj j
P

forAllVersions fv : d�ðvÞ ¼ kgj j (3)

where:
d�ðvÞ is the in-degree of node v
e(u, v) is an edge from node u to node v
The numerator represents the number of edges towards

nodes of in-degree k and the denominator is the number of
nodes having in-degree k.

As it can be observed from Fig. 4 most new edges are
attached to classes that have a large in-degree, while low in-
degree classes appear to attract a limited number of new
edges. Thus, it can be concluded that the preferential attach-
ment mechanism is strongly present in the evolution of the
examined software systems.

Based on these observations we adopt the Preferential
Attachment model as a core element in the construction of
our network prediction model. Once a new node is added
in a version and the number of outgoing edges that will be
formed is determined (as it will be explained next), the tar-
get nodes are selected with a probability that is proportional
to the class in-degree. According to Barab�asi and Albert [5]
this probability P for node v depends on the in-degree d�ðvÞ
of the node and is equal to

P ðvÞ ¼ d� vð Þ
P Vj j

i¼1 d
� ið Þ

; (4)

where Vj j corresponds to the cardinality of the vertex set of
the graph.

However, the consideration of the preferential attach-
ment mechanism is not sufficient for modeling the evolution
of software systems. In evolution models of other domains
(biological, social or technological), most systems are repre-
sented as networks in a rather ‘flat’ way, that is, all new
nodes are assumed to belong to the same community
neglecting distinct sub-communities which might exist.

Fig. 3. In-degree distribution for the examined systems. Fig. 4. Node in-degree versus number of edges attracted.
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However, in software systems, structure in terms of pack-
ages or namespaces heavily influences the way that a
network evolves and thus should not be ignored [49].
According to our experiments applying the preferential
attachment model considering all system classes as a single
community without structure, limits significantly the
explanatory power of the model. To confront this issue we
adopted, on top of the preferential attachment, the so called
Duplication Model according to which the behavior of a
new node that is introduced to a network copies the behav-
ior of a previously introduced node [10], [11], [40], [43], [77].

Following this model we construct for each analyzed
system a data structure holding all previous node behav-
iors. By the term ‘behavior’ we mean for each ‘new’ node
that has been introduced in the past, the software pack-
ages to which it has created edges, the number of edges
that have been created to each package and in which
package the node itself has been added. Consequently,
when modeling future evolution, we select a previous
behavior and copy it.

What remains open is the specific target class of the
selected package to which the new class should be attached.
For this parameter we rely on the preferential attachment
model. As a result we employ a combination of these two
models: we rely on the Duplication model for determining
the coarse-grained aspects of package selection (and as a
consequence we introduce domain knowledge into the
evolution model) and for the more fine-grained process of
class selection we employ the preferential attachment model
(which in turn ensures the preservation of the power law
phenomena).

4.2 Modeling Node Activity

Obviously, an object-oriented system does not evolve sim-
ply by adding new classes. The already existing classes also
form new relations among them in order to access new
functionality or data. Neglecting the evolution of edges
emanating from existing nodes would lead to a highly inac-
curate model. To incorporate this aspect in our model, three
issues should be addressed

a) Determination of the number of edges to be created
b) Selection of the source node for each new edge
c) Selection of the target node for each new edge.
In order to determine the number of new edges that

should be formed by existing nodes, we rely on past data
and particularly on the number of new edges created by
existing nodes in all previous versions. In Fig. 5 the cumula-
tive frequency of the number of new edges (emanating from
existing classes) is shown for all examined systems. As an
example, point A in the plot indicates that (for project Free-
Col), in 60 percent of the cases, up to 200 new edges have
been formed by existing nodes. During the simulation of
future evolution the number of new edges to be formed by
existing nodes is sampled from this distribution through
inverse transform sampling [16].

To perform inverse transform sampling from a cumu-
lative distribution function (CDF) the first step is to fit an
appropriate regression function f on the given data points
and obtain its inverse function f�1. Next, a random y
value in the range [0, 1) is chosen and applied to the

inverse function yielding the corresponding x value. In
our case, the obtained x value indicates how many edges
should be formed by existing classes for a particular sim-
ulation step.

The source node for each new edge is selected by
employing the previously mentioned Duplication Model
since even for edges created by existing nodes, the system’s
structure in terms of packages should be respected. As in
the previous section, the duplication model determines also
the target packages to which the source node will form
edges. The target node for each new edge is selected accord-
ing to the Preferential Attachment model as previously,
since large classes in terms of incoming relations act as
attractors also in this case.

When new classes are introduced to an object-oriented
system they form relationships to existing (older) classes
but very often these new classes also collaborate with each
other. This is reasonable, since classes are not added as indi-
vidual modules but as pieces of code offering certain func-
tionality and thus they are exchanging messages among
them. Quite often, the new classes are added in the form of
an entire new package with a complete architecture as it has
also been observed in the work of Li et al. [49]. For these rea-
sons, a prediction model should also consider the edges that
are formed between new nodes, i.e., leave a new (source)
class and reach a new (target) class. For the determination
of the number of edges between new nodes, we follow the
already explained strategy by sampling from the distribu-
tion of past data concerning edge creation among new clas-
ses in each version.

4.3 Effect of Class Age

The study of software evolution in terms of the underlying
networks, over several versions and different projects,
reveals another interesting feature regarding node activity:
The majority of edges are departing from “younger”
nodes, with their age measured in number of versions.
This remark is in agreement with similar observations that
have been made for the evolution of software systems in
other studies [8], [93]. The creation of outgoing edges is
equivalent to the access of functionality and data offered
by other classes, in order to accomplish the functions that
the source class should deliver. Evidence from the systems

Fig. 5. Distribution of the number of new edges leaving existing nodes.
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that have been examined clearly support this viewpoint:
Fig. 6a displays, for all examined systems, the total num-
ber of new outgoing edges created from nodes which at
any time point of their history had the corresponding age
(the lines correspond to exponential fits on the actual
data). It becomes clear that among the created edges, most
edges are departing from “young” nodes. This fact is taken
into account in the prediction model, by incorporating the
node age in the Duplication Model applied for the selec-
tion of the source nodes. As a result when a node has to be
selected as the source of a new edge, the model does not
simply rely on past node behaviors but restricts the selec-
tion among nodes with the required age, which is obtained
by inverse transform sampling.

In a similar manner the age of a class affects its probabil-
ity of being the target node for a new edge. As already
explained this is mainly determined by the preferential
attachment model, according to which classes with a large
in-degree act as ‘attractors’ for new edges. However, we
have observed that the raw application of the Barab�asi and
Albert model [5] leads to an excessive loading of large clas-
ses with additional incoming edges. To mitigate this issue
and extract a more accurate model we do take into account
the age of the target node as well. Fig. 6b illustrates the
total number of incoming edges versus the age of the target

node, for all past data of the examined projects. Among the
created edges, most incoming edges reach “young” nodes,
but this tendency is less intense than for outgoing edges. It
should be noted that this observation is not in contrast to
the Preferential Attachment mechanism. The large number
of incoming edges attracted by “young” nodes (which
usually have low in-degree) occurs because we take into
account edges in the entire history of a project. By employ-
ing inverse transform sampling on the corresponding
cumulative distribution, we obtain for each new edge to be
created the desired age for the target node. Consequently,
in the proposed software evolution model both the appro-
priate in-degree (according to the preferential attachment
model) as well as the appropriate age (according to inverse
transform sampling) of the target node are considered.

4.4 Edge Removal

Our empirical investigation indicated that during the evolu-
tion of the examined systems, apart from the introduction
of new nodes and the addition of new edges, a significant
number of edges have also been removed. Table 4 shows
the number of edges that have been added and removed
during the evolution of each examined system (over the ver-
sions that have been taken into account).

It is apparent that the removal of edges cannot be
neglected during the construction of a software evolution
model. On the contrary, the number of removed nodes is
insignificant (for all projects the percentage of deleted nodes
versus the number of nodes in the last version ranges
around 2-3 percent).

In order to simulate an edge removal one should decide
on the source and destination node of the edge to be
removed. In the context of our model, the parameters that
could have been considered in such a selection are the
nodes’ age and degree. The history of all examined systems
revealed that there is no clear relationship between the age
of the source and destination node, whenever an edge is
removed. On the other hand, there appears to exist a rela-
tively strong relation between the out-degree of the source
node (and the in-degree of the destination node, respec-
tively) and the number of removed edges. Fig. 7 illustrates
the number of deleted edges versus the (in/out) degree of
the deleted edge’s source node and target nodes, for all
examined software projects.

It appears that as the out-degree of a node becomes
higher (possibly implying the accumulation of functionality

Fig. 6. (a) Total number of outgoing edges versus node age and (b) Total
number of incoming edges versus node age.

TABLE 4
Number of Added and Removed Edges for the Examined

Projects and Versions

Project Edges Added Edges Removed

aTunes 5,621 3,344
FreeCol 4,834 1,591
JDeodorant 765 169
JEdit 2,590 1,347
JFreeChart 522 134
Jmol 1,406 888
Weka 9,727 2,735
HFS 1,470 361
Presto 15,346 7,190
Jetty 12,570 5,216
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or data in the corresponding class), fewer edges are
removed from that class (Fig. 7a). The same holds for the
relation between the number of deleted edges and the in-
degree of the destination class (Fig. 7b): the largest percent-
age of removed edges seem to reach nodes that have a rela-
tively low in-degree. Once again, this past information is
taken into account in the proposed model, by converting
these distributions into cumulative form and then by apply-
ing the aforementioned inverse transform sampling meth-
odology to extract for each edge to be deleted the sought
degree of the destination and target class. Next, an edge is
removed for a pair of nodes that satisfy the required
degrees. In case the removal of an edge leads to an uncon-
nected node (orphan node), the corresponding node is also
removed. To determine the number of edges to be removed
in each simulated version, as already applied in other
aspects of the model, we sample from the cumulative distri-
bution of past edge removals.

4.5 Introduction of Domain Knowledge

Willinger et al. [87] vividly showed that interpreting phe-
nomena at the network level, such as the presence of
scale-free properties, without proper handling of domain-
specific issues might be a cause for enormous confusion.
For example they have debunked the myth of scale-free

internet formed by interconnected routers. Numerous
researchers observed an apparently striking common
characteristic, according to which their node connectivi-
ties follow a scale-free power-law distribution [5]. How-
ever, this conclusion stems from “unhealthy” data: For
the case of router networks, neglecting domain specific
issues, such as IP aliases and the inherent inability of the
traceroute tool to reveal the actual node degree might
generate misleading results. As a result, the excitement
generated by straight-line behavior in log-log plots of
degree vs. frequency as evidence for power-law phenom-
ena might be based on unreliable data sets. The authors
suggest to rely on domain knowledge and exploit the details
that matter when dealing with highly engineered systems [87].

Obviously, object-oriented designs are also engineered
systems where particular tradeoffs have been considered
during their construction. These tradeoffs are exactly what
differentiates them from social networks. As an example, in
a social setting, there is no cost in creating a friendship rela-
tion to another person and in most cases, the more friend
connections the better. On the other hand, in an object-ori-
ented system, forming a relation between two classes
increases coupling and the associated impact on the archi-
tecture is usually taken into account.

Consequently, to improve the accuracy of the prediction
models for future software evolution trends, domain knowl-
edge should be incorporated. Here, we do not aim to pro-
vide a full coverage of rules that govern the evolution of
software. This would be a great challenge given that differ-
ent development teams set different priorities and follow
distinct principles. However, it will be shown that even by
considering one common practice in OO design can largely
improve the forecasting accuracy.

The Dependency Inversion Principle [54] (and in part
the Open Closed Principle) in object-oriented design states
that details in the design (i.e., concrete classes containing
implemented methods) should depend on abstractions
(such as abstract classes and interfaces) rather than having
abstractions depend upon details. The second formulation
of the Dependency Inversion Principle states this explic-
itly, as “Abstractions should not depend upon details” [54].
This well-known principle promotes the separation of
interface and implementation, by having concrete sub-
classes extend the abstractions, achieving increased flexi-
bility and reusability.

Moreover, abstractions are considered stable (especially
in the case of pure abstract classes or interfaces) in the sense
that they are depended upon by many other classes [54]
and thus there is a good reason for keeping them unmodi-
fied. Under this perspective, designers should strive to pre-
serve the stability of abstract classes so that changes in them
do not ripple up to their clients causing them to change as
well. In terms of relations among classes, the conformance
to the stability principle dictates that abstract classes should
not often form relations to other concrete modules causing a
change in their interface. This is not to claim that abstract
classes are not associated to other classes but rather to
emphasize that once an abstraction has been introduced to
the system, the outgoing relations to other modules should
not change drastically in later versions. In the context of the
proposed model this design rule (Rule 1) implies that

Fig. 7. Number of deleted edges versus (a) out-degree of deleted edge’s
source node and (b) in-degree of deleted edge’s destination node. Each
curve corresponds to an examined project.
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creating new edges that leave abstract classes (and reach
other system classes) should be avoided. The same holds
for Java interfaces whose stability is even more important
(an outgoing edge from an interface would occur by having
another class as parameter in one of its methods).

An even more clear violation of this principle occurs
whenever a superclass contains a reference to any of its
subclasses. According to Riel’s design heuristics, “base
classes should not know anything about their derived classes”
[70] as this would force an abstraction to become depen-
dent upon a concrete implementation (detail) canceling
out the benefit of inheritance. In the context of the pro-
posed model this rule (Rule 2) implies that new edges
leaving abstract classes and reaching their subclasses
should not be allowed.

The aforementioned two rules, as applied in the pro-
posed model, are depicted graphically in Fig. 8. The model
rejects edges that correspond to the marked cases.

Practically, during the construction of networks for
future software versions it is being checked whether the fol-
lowing domain rules are satisfied. Whenever an edge that
violates these rules is created, it is being rejected and
another source or destination node is being sought.

The validity of these particular domain rules can be
tested by examining the occurrences in which the rules
have been violated throughout the history of the examined
projects. We recorded separately the number of times that a
superclass created an edge to another system class and the
number of times when a superclass created an edge to one
of its subclasses. In particular, for the first rule, we calcu-
lated the percentage of edges throughout the history of each
project that emanate from super classes and end up in
another system class (not subclasses). For the second rule,
we calculated the percentage of edges that link a superclass
to one of its subclasses. The results are summarized in
Table 5.

As it can be observed, although the violation of rule 1 is
not common, the percentage is not negligible. As stated in
Section 3.2, the proposed prediction model allows, via a
model parameter, for a certain degree of randomness in
every decision that has to be made. Consequently, a certain

percentage of rule violations can be permitted. By examin-
ing these cases in detail, we have found out that such new
edges (forming new links between an abstract superclass
and another system class) is always the consequence of
enhancing the public interface of the superclass. As an
example, the introduction of a new method signature, con-
taining a parameter of a system class type, in the list of
methods of an interface, leads to an admissible violation of
rule 1. On the contrary there are almost no violations of
rule 2 as it would be a major design flaw to make a super-
class dependent upon its descendants.

The effect of the consideration of these rules on the
accuracy of the proposed model will be demonstrated in
Section 7 where the results are discussed.

5 SMALL WORLD PHENOMENA

Social psychologist Stanley Milgram conducted in the
1960s a famous experiment which suggested that the
entire human society is characterized by relatively short
paths among its members. Popularly known as six degrees
of separation this experiment concluded that any two peo-
ple on this planet can be linked via an average number of
six intermediate acquaintances [18], [40]. A similar prop-
erty has been observed in several technological and social
networks [81]. A network is characterized by the small-
world phenomenon if any two nodes have a high probability
of being associated through a short path of intermediate
nodes [18].

The presence of the small-world phenomenon implies
that the diameter of the corresponding graph is relatively
small. According to Easley and Kleinberg [18] the small-
world phenomenon can be attributed to the existence of
homophily (the tendency of nodes to connect to similar
nodes) and the presence of weak ties (edges that link distant
nodes). In object-oriented systems both of these properties
are reasonable to expect. Up to a certain degree, classes tend
to form relationships with other classes that have concep-
tual similarities (such as classes residing in the same pack-
age) and at the same time classes often create associations to
distant classes residing in other packages. Therefore, we
should expect that the majority of classes in networks repre-
senting object-oriented systems are connected by paths of a
relatively small length.

To investigate the presence of the small world phenome-
non we employ hop plots, depicting graphically the number

Fig. 8. Graphical depiction of applied domain rules.

TABLE 5
Percentage of Actual Rule Violations in the History

of Examined Projects

# Name Rule 1 violations Rule 2 violations

1 aTunes 10% 0%
2 FreeCol 6% 0%
3 JDeodorant 5% 0%
4 JEdit 8% 0%
5 JFreeChart 10% 0%
6 Jmol 15% 1%
7 Weka 6% 0%
8 HFS Explorer 20% 2%
9 Presto 8% 0.1%
10 Jetty 10% 0.1%
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of class pairs which are h hops apart. Fig. 9 illustrates the
hop plot for the last version of all examined systems. The
most striking observation is the spike around 3 and 4 hops,
indicating that in almost all systems, the majority of class
pairs have a distance of 3 or 4 hops. Moreover, even for the
systems with a larger diameter, very few classes are more
than 9 hops apart. This initial evidence implies the presence
of a sort of small-world phenomenon in the networks of
classes. However, its intensity varies from one project to the
other. It should be noted that if the main goal is to test
whether a network exhibits small-world phenomena, a
more systematic approach could be employed, such as the
comparison of topological parameters (e.g., clustering coef-
ficient) to a null model [28].

In order to investigate whether the decisions that have
been incorporated in the proposed model (such as the pref-
erential attachment and duplication models, the sampling
of past distributions and the introduction of domain knowl-
edge) preserve the validity of the small-world phenomenon,
we consider it important to assess the accuracy of the pro-
posed model employing the aforementioned hop-plots. We
believe that these diagrams reflect in a representative man-
ner the structure of the underlying graph and as a result can

reveal whether the forecasting power of the proposed
model is high or low. Therefore we have used hop plots
that compare the predicted network structure to that of the
actual target network in the evaluation section (Section 7).

6 MODEL OVERVIEW

Since the proposed model encompasses a number of phases
and parameters, a graphical overview is provided in Fig. 10.
First, the project versions under investigation are parsed
and mapped to their corresponding network representation
(step 1) and these representations are analyzed to extract
the aforementioned past distributions (step 2). Next, a
sequence of steps is repeated for all versions that have to be
simulated, in order to perform changes on the virtually
evolved network. All actions that have to be performed are
depicted in the shown steps along with the parameters that
have to be considered.

All aspects of the proposed model have been imple-
mented as an Eclipse plugin. The plugin can be downloaded
from [1]. The webpage provides also access to the network
data for all projects examined in this paper.

7 EVALUATION

Since the proposed model aims at predicting future trends
in software evolution, in terms of its network representa-
tion, evaluation consists in determining its forecasting
power. In order to check the efficiency of the proposed
model we employ the approach that has been used for simi-
lar purposes in the domain of social networks. A set of past
version data (in our case 50-60 percent of the available soft-
ware versions for each project) is employed as training data-
set in order to obtain the distributions of network properties
that dictate the model parameters.

The rest of the versions are used as test dataset and even-
tually we perform the evaluation along two axes:

Network perspective. We test network properties derived
from the application of the proposed model, against the val-
ues of the corresponding properties for the final available
software version, and

Software perspective. In order to demonstrate the potential
for practical exploitation of such a prediction model, we
investigate the forecasting power when predicting the evo-
lution of class fan-in as well as the afferent and efferent
package coupling.

Fig. 9. Hop Plots for the last version of all examined systems (curves are
smooth for aesthetic reasons: distance can assume only integer values).

Fig. 10. Overview of the proposed model.
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7.1 Evaluation from a Network Perspective

The properties that are put under investigation provide a
representative picture of the corresponding network topol-
ogy [8], [46], [47], [65] and thus can serve as indicators of
how much the predicted network resembles the graph cor-
responding to the actual software system of the final ver-
sion. These properties are:

a) the distribution of the distance between all class
pairs (captured by the number of class pairs versus
the distance in number of hops). For this analysis we
employ the aforementioned hop plots.

b) the in-degree distribution of the corresponding
graph expressed by the exponent (a) of the power
function.

c) the diameter of the corresponding networks (i.e., the
longest shortest path between any two nodes, where
shortest paths are calculated according to Dijkstra’s
algorithm [17]).

d) size properties of the corresponding networks (num-
ber of nodes, edges and the resulting density) as rep-
resentative for the accuracy of the proposed model
to estimate the growth of the simulated software
system.

To provide insight into the benefit of enhancing the sim-
ple Preferential Attachment model with the additional
parameters and rules shown earlier, the results are given
for the last version of the training set (Base), for the network
derived when applying the Preferential Attachment model,
for the network derived when applying all parameters
and rules of the proposed model (Proposed) and for the
actual network corresponding to the last version of the test
dataset (Final).

The results are shown in Fig. 11 for the distribution of the
distance in terms of hop plots and in Table 6 for the numeri-
cal values of the power exponent (a), the diameter and the
size properties, for all examined software projects. Obvi-
ously, the goal of the simulation is to reproduce the final
version as accurately as possible.

As it can be observed from the hop plots, in almost all
cases the proposed model increases significantly the
forecasting power over the simple Preferential Attach-
ment model and bridges the largest part of the distance
between the Base and the Final version. From Fig. 11 it
becomes clear that the distribution of the distance
between class pairs predicted by the proposed model,
approaches the distribution for the final version more effi-
ciently than the simple preferential attachment model, for
the entire spectrum of distances.

A comparison of the proposed model and the Preferen-
tial Attachment model on the basis of the other network
properties is shown in Table 6. To enable an evaluation of
the relative error, as well as the improvement over the last
examined version which served as the baseline for the pre-
diction, the network properties are also shown for the corre-
sponding graphs (Final, Base).

For each case, the graph diameter d, the number of nodes
jV j , the number of edges jE j , the graph density and the
slope a of the degree distribution, are predicted with higher
accuracy by the proposed model (the obtained value is
closer to that of the final version) than by the simple Prefer-
ential Attachment model.

To investigate whether the difference between the pro-
posed and the Preferential Attachment model is statistically
significant, we compared their ability to capture the hop
plot of the final system. To this end, we compared the errors
resulting from each approach by employing a paired sam-
ples t-test and a related samples Wilcoxon Test depending
on whether the differences of errors are normally distrib-
uted or not [45], [56]. The paired samples t-test is ideal for
the comparison of a pair of variables distinguished by
a Boolean characteristic (e.g., Before, After) [45], [56]. How-
ever this test can be applied only if the differences of the
pairs are normally distributed. If they are not, the most
appropriate test is the Wilcoxon. Consequently, at first
we ran a Kolmogorov Smirnov (K-S) test for normality in
the differences of the errors and then, depending on the K-S
test result we applied either the paired samples t-test or the
Wilcoxon test.

The corresponding null hypothesis of the t-test
(Wilcoxon test) is that the difference of means (medians)
between paired observations is equal to zero, i.e., H0:
m1 � m2 ¼ 0. The results are shown in Table 7. As it can be
observed for seven out of the ten projects the proposed
model is superior to the PA model since the resulting error
is lower and the difference is statistically significant. For
three projects where the errors are relatively similar, the
results are not statistically significant.

A large portion of the improvement over the PA
model is due to the consideration of new edges between
existing nodes, and new edges between new nodes.
Edges of this kind are quite frequent during the evolu-
tion of several systems and thus should not be neglected.
Moreover, it appears that the consideration of edge
removals, in combination with the introduction of edges
between existing nodes, helps in modeling accurately the
diameter of the predicted network (compared to the base
version). It should be mentioned that the percentage of
simulated node deletions caused by the removal of
edges leading to unconnected nodes is between 0.5 and
1.5 percent.

We have also observed the impact of the application of
the domain rules, which in terms of distance distribution
helps in following the actual distribution more accurately.
In Fig. 12 the impact of considering domain rules on the
hop distance among class pairs is shown for project
JDeodorant. It becomes evident that when the domain
rules are taken into account, the corresponding curve
moves closer to that of the final version and moreover the
diameter of the final graph is correctly predicted. The sim-
ulation revealed that the domain rules regarding the
handling of edges emanating from superclasses have been
applied many times, which means that otherwise, edges
leaving superclass and edges reaching subclasses of the
same hierarchy, would have been added throughout the
simulated network of classes.

7.2 Evaluation from a Software Perspective

Software predictionmodels based on the network represen-
tation would be valuable if their results could be exploited
by software developers or maintainers. As an example,
the prediction of future software evolution can indicate
which system classes might become overloaded, based on
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their expected in-degree (fan-in). This informationmight be
useful for anticipating possible future “God” or highly-cou-
pled classes.

To investigate how accurately the proposed model can
predict the classes with the largest in-degree in a future
version, we compare the predictions against the actual

Fig. 11. Comparison of predicted and actual hop plots (curves are smooth for aesthetic reasons: path length can assume only integer values).
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evolution. Moreover, we compare the predicted afferent
and efferent coupling at the package level to the actual val-
ues of the last examined version.

In Fig. 13 we illustrate for all projects, the evolution of the
in-degree for the class that exhibited the largest variation
between the first and last examined version (the same clas-
ses as in Fig. 2). Each figure shows the actual evolution of
the in-degree (continuous line, where the thicker part corre-
sponds to the training period), the evolution predicted by
the proposed model (dashed line), the PA model (grey line)
and the regression-based model (dotted line). The three
models employed for training all versions up to the version
denoted as Base.

As it can be observed, despite the numerous factors that
affect the growth of a software system, the variation of the
in-degree is captured to a large extent by the proposed
model offering significant improvement over the PA and
the regression models. The improved performance of the
proposed graph-based prediction model, justifies the use of
graphs as means for the study of evolution, since it becomes
evident that simple regression is inadequate. Moreover, the
improved results compared to the ones of the preferential
attachment model are due to the consideration of the vari-
ous parameters in our model.

For the shown classes the average error in the predic-
tion of the actual in-degree is 7.3 percent for the proposed
model, while for the PA and regression models the error
is 19.1 and 24 percent, respectively. Certainly, a predic-
tion model cannot guarantee to reveal all forthcoming
changes in software but providing even a relatively

TABLE 6
Comparison of Predicted and Actual Network Properties

d jV j jE j Density a

aTunes Base 6 438 1,004 0.0052 �1.283

PA 7 473 1,237 0.005541 �1.244

% error �22% �43% �37% 94% 12%

Proposed 11 702 1,719 0.003493 �1.276

% error 22% �16% �13% 22% 15%

Final 9 832 1,979 0.00286 �1.114

FreeCol Base 15 548 2,362 0.00788 �1.11645

PA 15 631 3,336 0.008392 �1.17921

% error 25% �18% �16% 26% 15%

Proposed 13 820 4,313 0.006422 �1.15214

% error 8% 6% 9% �4% 13%

Final 12 772 3,975 0.006678 �1.0218

JDeodorant Base 5 84 264 0.037866 �1.1589

PA 6 141 472 0.023911 �1.1329

% error �14% �38% �39% 60% �22%

Proposed 7 238 710 0.012587 �1.3285

% error 0% 4% �9% �16% �8%

Final 7 229 779 0.01492 �1.44615

Jedit Base 13 662 1,499 0.003426 �1.38723

PA 14 693 1,638 0.003416 �1.38888

% error �7% �28% �28% 38% 0%

Proposed 14 1,042 2,290 0.002111 �1.385

% error �7% 9% 1% �14% 0%

Final 15 960 2,273 0.002469 �1.38898

JFreeChart Base 8 532 1,733 0.006135 �1.19137

PA 9 584 2,111 0.0062 �1.13429

% error �10% �43% �27% 122% �9%

Proposed 9 776 2,058 0.003422 �1.18378

% error �10% �24% �29% 23% �5%

Final 10 1,018 2,892 0.002793 �1.24448

Jmol Base 8 409 845 0.005064 �1.33827

PA 8 461 971 0.004579 �1.3152

% error �33% �16% �14% 21% �8%

Proposed 13 573 1,184 0.004635 �1.4512

% error 8% 5% 5% 22% 1%

Final 12 547 1,130 0.003784 �1.43146

Weka Base 8 864 3,293 0.004416 �1.03944

PA 9 1,296 5,198 0.003097 �1.0032

% error �18% �16% �12% 26% �5%

Proposed 12 1,704 6,010 0.002071 �1.0902

% error 9% 10% 2% �16% 3%

Final 11 1,550 5,884 0.002451 �1.05372

HFS

Explorer

Base 5 109 213 0.018094 �1.71211

PA 5 114 232 0.01801 �1.73183

% error �29% �72% �81% 150% 28%

Proposed 8 382 1,183 0.006493 �1.28257

% error 14% �8% �4% �10% �5%

Final 7 414 1,233 0.007211 �1.3511

Presto Base 13 1,380 4,745 0.00249 �1.19893

PA 14 1,812 5,177 0.00154 �1.23873

% error �18% �18% �32% �16% �2%

Proposed 17 1,812 6,011 0.001578 �1.31144

% error 0% �18% �21% �14% 4%

Final 17 2,219 7,595 0.00183 �1.25875

Jetty Base 12 2,188 5,396 0.001128 �0.29392

PA 12 2,902 6,110 0.000726 �1.35826

% error �14% �9% �23% �6% 4%

Proposed 12 2,902 6,754 0.0008 �1.33193

% error �14% �9% �15% 3% 2%

Final 14 3,201 7,952 0.000776 �1.30299

TABLE 7
Statistical Comparison of Errors between the Proposed

and the PA Model

Project
Name

Error
(PA)

Error
(Proposed)

Sig.
(2-tailed)

Method

aTunes 0.22 0.02 0.031� t-test
FreeCol 0.18 0.12 0.007� t-test
JDeodorant 0.005 0.005 0.345 Wilcoxon
JEdit 0.08 0.02 0.05� t-test
JFreeChart 0.11 0.03 0.012� Wilcoxon
jMol 0.15 0.07 0.033� t-test
Weka 0.17 0.02 0.02� t-test
HFS 0.024 0.016 0.893 Wilcoxon
Presto 0.1385 0.0837 0.007� t-test
Jetty 0.0337 0.0302 0.216 t-test

�implies that the result is statistically significant at the 0.05 level.

Fig. 12. Impact of domain knowledge application.
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accurate prediction might be the basis for further work in
this direction.

As already mentioned, in contrast to all existing models,
the proposed prediction model considers also edge remov-
als. Such edge removals, although less frequent than edge

additions, might result in decreases of the in- and out-
degree of particular nodes. We have measured the percent-
age of classes whose in- and out-degree dropped between
the first and last examined version. The percentages
vary from 0 to 2.7 percent for in-degree reductions and
from 0.6 to 12 percent for out-degree reductions. To assess
the ability of the proposed model in predicting cases where
the degree of a node decreases, Table 8 shows the number
of classes whose in- and out-degree actually decreased dur-
ing the evolution of the examined systems as well as the
classes for which the proposed model successfully pre-
dicted a degree reduction.

A network-based software prediction model can also
be useful in anticipating the evolution of more ‘tradi-
tional’ software properties, such as the afferent and effer-
ent coupling at the package level. In our context, the
afferent coupling for a given package refers to the num-
ber of other packages that depend upon classes within
this package and can be considered as an indicator of the
package’s responsibility. Efferent coupling refers to the
number of other packages that the classes in a given pack-
age depend upon and can be considered as an indicator
of the package’s independence [54]. In order to evaluate
the accuracy of the proposed model we investigated the
predicted afferent and efferent package coupling. Fig. 14
depicts graphically the afferent and efferent coupling for
a) the last version of the training set (Base), b) the last
version of the test dataset (Final) and c) the results pre-
dicted by the proposed model (Proposed), for all exam-
ined systems. The set of bars on the left-hand side
correspond to the afferent coupling and values are mea-
sured against the bottom x-axis. The set of bars on the
right-hand side correspond to the efferent coupling and
values are measured against the top x-axis. The packages
correspond to the top 10 packages with the highest affer-
ent coupling in the Final version (in case the system con-
tains less than 10 packages, all are shown). In cases where
only one bar is shown (representing the Final version),
the corresponding package had a zero coupling value in
the base version.

In general, it can be observed that in a large number of
cases where the coupling value of the final version is larger
than that of the base version, the proposed model correctly

Fig. 13. Comparison of actual and predicted evolution of in-degree.

TABLE 8
Prediction of Classes Whose In-and Out-degree Decreased

Project
Name

Classes whose
in-degree decreased

Classes whose
out-degree decreased

Actual Predicted Actual Predicted

aTunes 13 5 31 28
FreeCol 21 6 11 3
JDeodorant 5 5 5 2
JEdit 17 9 26 16
JFreeChart 8 7 36 36
jMol 8 1 9 1
Weka 1 1 1 1
HFS 0 0 0 0
Presto 52 37 33 28
Jetty 41 29 19 16

� Matching has been performed at the level of identical class names.
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Fig. 14. Comparison of predicted Afferent and Efferent Package Couplings. Afferent Coupling is illustrated on the left bars (bottom x-axis). Efferent
Coupling is illustrated on the right bars (top x-axis).
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identified this increasing trend and predicted a value that is
larger than that of the initial state. In particular, changes in
the afferent coupling have been correctly predicted in 81 per-
cent of the cases, while changes in the efferent coupling have
been correctly predicted in 60 percent of the cases.

However, as it can be observed, there are several cases
where the accuracy of the prediction is limited. This is pri-
marily the case when the set of historical observations is not
sufficient. As an example, consider the case of package
modules.radio in project aTunes (fourth set of bars on the
right of the first figure). The predicted efferent coupling of
value 2 is equal to the efferent coupling that the project had
at the base version (end of training period) while the actual
coupling at the end of the forecasting period has risen up
to 7. The reason is that this package was introduced into the
system in the last version of the training period thus offer-
ing no historical data to guide the prediction. As already
mentioned, the quality of a forecast depends heavily on the
representativeness of the recorded history.

The aforementioned results indicate that a network pre-
diction model with sufficient forecasting power can be valu-
able in guiding the maintenance efforts of a software
project. Anticipating which classes exhibit a tendency to
become large in terms of functionality offered to clients or
extremely dependent upon other classes, might be helpful
to identify system modules that warrant further attention
and possibly refactoring. Similarly, it would be valuable to
know in advance which packages might develop excessive
coupling among their modules or to other packages and
which parts of the architecture appear to be volatile. In any
case, representing software systems in terms of networks
enables a systematic modeling of their evolution and can
provide a glimpse into their future. Furthermore, the output
of this kind of analysis can be fed to empirical studies that
would investigate the relation among the examined net-
work properties and design qualities of the underlying
systems in order to validate the use of graph metrics as indi-
cators of software quality.

8 LIMITATIONS AND THREATS TO VALIDITY

The accuracy of any prediction model is by definition con-
strained, especially in the software domain, since future
evolution can be affected by numerous, unpredictable fac-
tors such as requirements for implementing radically novel
functionality, decisions to modify the architecture, changes
in the development team etc. The limitations and threats to
validity that can be identified are outlined next.

The proposed approach samples from distributions
based on past version data to obtain several model parame-
ters. This sampling assumes that the system under study
will continue to evolve in the future in a similar manner as
in the past. This means that if abrupt changes to the network
topology occur due to major architectural modifications for
example, the predicted future network evolution might be
inaccurate. As another example, if the trend in the number
of nodes and edges has been increasing during the entire
history of a software project with an exception for the last
version (where it could possibly drop), the model would
not be able to predict this sudden reduction in the number
of nodes and edges. Another source of inaccuracy is related

to the fact that in order to derive the model parameters, the
distributions are captured by means of curve fitting to the
actual data. The corresponding mathematical function
might not always have an ideal fit to the actual data points,
affecting the accuracy of the extracted parameter.

Apart from the aforementioned limitations, the pro-
posed prediction model suffers from the usual threats to
external and internal validity. The fact that the model is
evaluated against 10 projects, unavoidably limits the pos-
sibility to extensively generalize our findings. This threat
is related to the observation of general trends which are
applicable to all projects (such as preferential attachment).
It is always possible that another set of projects might
exhibit different phenomena. A similar threat stems from
the fact that all analyzed projects are developed in Java
thus limiting the ability to generalize to other object-
oriented languages. However, since a large part of the
model consists in learning from past versions, we believe
that it can be successfully adapted to any software project
regardless of its particularities.

Concerning the internal validity (i.e., the parameters that
might affect the evolutionary trends that we are trying to
predict), it is reasonable to assume that numerous other fac-
tors, which affect software growth, might have not been
taken into consideration. As an example, a forecasting
model could be augmented by considering the co-evolving
developer community or dependencies among documented
requirements. However, the proposed simulation approach
can be considered as incremental in the sense that addi-
tional parameters can be easily integrated. The same holds
for the incorporation of additional domain rules which
might be representative for a particular application domain
or the habits of a particular development team.

9 CONCLUSIONS AND FUTURE WORK

By drawing analogies between networks in other domains
and software, we have attempted to develop a prediction
model that is capable of forecasting trends in the evolution
of networks representing Java systems. The model incorpo-
rates findings regarding the growth patterns of software
networks, such as the conformance to the preferential
attachment and the duplication model. Moreover, crucial
model parameters are extracted by sampling from distribu-
tions formed by analyzing past versions and therefore the
prior evolution is taken into account. Finally, acknowledg-
ing the importance of considering domain knowledge, the
proposed model has been enhanced by rules specific to
object-oriented design. Evaluation against 10 open-source
projects showed that the forecasting can provide sufficient
insight to the future evolution trends of software. Software
maintenance can benefit from the application of such mod-
els by focusing on parts of the network whose properties
tend to deteriorate.

Future work includes the automated analysis of projects
directly from the repositories in which they reside. This will
enable the analysis of an even larger set of projects and ver-
sions. Moreover, the incorporation of additional parame-
ters, such as the investigation of developer collaboration
networks, will improve the expressiveness of the model
and enable the parallel study of the co-evolution between
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software artifacts and networks formed by people. Finally,
given that software systems often undergo major changes,
another line of future research would be to monitor disrup-
tion during software evolution to improve prediction in
these cases.
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